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Introduction
IIS Application Request Routing (ARR) 2.0 is a proxy-based routing module for Internet Information Services 7.0 and above that enables Web server administrators, hosting providers and Content Delivery Networks (CDNs) to increase Web application scalability and reliability through rule-based routing, load balancing of HTTP server requests and distributed disk caching. With ARR, administrators can optimize resource utilization for application servers to reduce management costs for Web server farms and shared hosting environments.
[bookmark: _Toc255127156]Overview
IIS Application Request Routing offers administrators the ability to create powerful routing rules based on the URL, HTTP headers and server variables to determine the most appropriate Web application server for each request. ARR makes request routing decisions at the application level, and can be used in conjunction with hardware load balancers or Windows Network Load Balancing as an added layer of control over HTTP requests. 
ARR lets administrators create, manage, and apply load balancing rules to server farms in IIS Manager. Administrators can then easily add or remove servers from a server farm to match demand throughput without impacting application availability. ARR also includes live traffic and URL test monitoring capabilities to determine the health of individual servers and configuration settings, while allowing administrators to view aggregated runtime statistics in IIS 7 Manager. In addition to the graphical user interface (GUI) for managing ARR, there is a programmatic way of administering most features so that IT professionals can integrate information into existing dashboards and management systems
IIS Application Request Routing 2.0 is able to cache on disk any HTTP traffic that passes through the server. By combining the disk caching capabilities along with a deployment hierarchy of IIS Web servers running ARR, Content Delivery Networks are able to considerably reduce the network traffic that traverses up to the origin server. This new possibility makes it possible for CDNs to use their primary HTTP network infrastructure to deliver live video events in true HD quality (720p+) when combining the use of IIS Application Request Routing and IIS Live Smooth Streaming.
[bookmark: _Toc255127157]What is New in ARR 2.0
ARR 2.0 builds upon the feature set of ARR 1.0 and adds support for disk-based caching. Once ARR is installed on your IIS-based Web servers, they become cache proxies, which make them especially valuable in a CDN/ECN environment. 
 ARR includes support for advanced routing rules, such as being able to set host headers to route requests accordingly.  In addition, the disk-based cache stores compressed objects so that the objects do not have to be compressed in real time for every request.  
ARR also includes new support for converting a byte-range request into manageable segments to increase cache hit/miss ratio without sacrificing response time.  In live, streaming media scenarios, the use of ARR 2.0 in tests has achieved 98% cache hit rate on live media, above 50-60% standard in other scenarios, saving load and bandwidth costs and decreasing user-experienced latency.
New pattern matching support allows for quick and effective removal of offensive material that has been deployed onto the live content network. While other CDN/ECN solutions require a full and exact URL for each file to be deleted, ARR’s pattern marching capabilities allow you to delete files using wildcards and other patterns, such as  /images/ab*.jpg  and so on.
Finally, the ARR 2.0 user interface with IIS Manager includes a Windows Explorer-like cache drilldown feature, allowing you to easily see the locations, types, sizes, and other metadata of files present within the caches on each of your server farm’s nodes.
[bookmark: _Toc255127158]Scenarios
ARR is useful in a variety of environments, but it is geared specifically toward use in three distinct scenarios. In this whitepaper, we will examine the setup, configuration, and deployment of IIS Application Request Routing in the following environments:
· Using ARR as a load balancing solution
· Using ARR in a shared hosting environment
· Deploying ARR in a CDN/ECN-style environment, including n-tier deployments
First, we will discuss and walk through the installation of ARR on your Web servers and the generic configuration required for any of the scenarios. Then, we will drill down into the specific scenarios as outlined above, providing instruction and guidance into configuring ARR and deploying it with a best-practice mentality.
[bookmark: _Toc255127159]Installing ARR 
You can install IIS ARR on IIS 7.0 or 7.5, as part of Windows Server 2008 or Windows Server 2008 R2 (any SKU) or newer.  
The most convenient way to install IIS ARR on non-Windows Server 2008 Server Core operating systems is to use the Web Platform Installer, a free tool that makes getting the latest components of the Microsoft Web Platform, including Internet Information Services (IIS), SQL Server Express, .NET Framework and Visual Web Developer easy. You can download the Web Platform Installer 2.0 from the Microsoft Web site at http://www.microsoft.com/web/downloads/platform.aspx.
To install IIS Application Request Routing using the Web Platform Installer, follow these steps:
1. Open the Web Platform Installer 2.0.
2. In the tab menu, select “What’s New?”
3. Check the box labeled Application Request Routing 2.0.
4. Click the Install button at the bottom of the window.
To install IIS Application Request Routing on systems with the Server Core installation option and IIS already installed, follow these steps.
1. Stop the Windows Process Activation Service (WAS) and the IIS Web Management Service (WMSvc). From the command line, type:
net stop was /y
net stop wmsvc /y
2. From the command line, navigate to the location where you stored the downloaded ARR setup files and execute the setup package (ARR_x86_Version1.exe for 32-bit servers and ARR_x64_Version2.exe for 64-bit servers) from there.
3. Accept the End User License Agreement (EULA).  
4. The installers for the four components are then launched, one after another, and then the installation is complete.
5. Once the installation is complete, restart the Windows Process Activation Service (WAS) and the IIS Web Management Service (WMSvc). From the command line, type:
net start was
net start wmsvc
To verify that the installation of each component finished successfully, find the %TEMP%\arr_setup.log file and open it.  If all packages have been installed successfully, you should see the following in that file:
Completed the Microsoft Application Request Routing for IIS7 Setup.
Installation results - look in the respective msi log files (msiname.log) for more details
rewrite.msi   Success
webfarm.msi   Success
requestrouter.msi   Success
externaldiskcache.msi   Success
[bookmark: _Toc255127160]Setting Up IIS Application Request Routing
The optimal configuration for ARR involves all HTTP requests and responses for sites on the IIS server going through its four components.  To accommodate this, you need to adjust the worker process timeout of the DefaultAppPool.  Its default behavior is to shut down when idle for a certain period of time, and for ARR to work correctly, the worker process needs to be running regardless of whether worker processes for other sites on the machine are running or not.
To change the application pool process model using the UI:
1. Launch IIS Manager.
2. In the left pane, select Application Pools.
3. Select DefaultAppPool in the left pane. 
4. In the right pane, under Actions, select Advanced Settings under Edit Application Pool.
5. The Advanced Settings box appears. In the Process Model section, find the “Idle Time-out (minutes)” setting, and change the box on the data field on the right to 0.
6. Click OK to save your changes.
To change the application pool process model using the command-line:
1. Open a command prompt with administrator privileges.
2. Navigate to %windir%\system32\inetsrv.
3. Enter the following command: 
appcmd.exe set apppool "DefaultAppPool" -processModel.idleTimeout:"00:00:00" /commit:apphost.
Finally, the creation of 8.3 file names and directories (DOS-style file name) for all long file names and directories on NTFS partitions can negatively impact the performance of directory enumeration. Because ARR heavily uses the disk drive for its caching feature, you will want to disable this feature.
To disable 8.3 name creation, issue the following command at the command prompt:
fsutil.exe behavior set disable8dot3 1 
[bookmark: _Toc255127161]Configuring an ARR Server Farm
An IIS ARR server farm is a logical group of Windows Server-based application servers where HTTP requests are routed based on HTTP inspection rules and a load balancing algorithm, both of which you, as the administrator can configure. For example, you may have two servers running IIS, each hosting the same application. You can create an ARR server farm that consists of these two servers, so that HTTP requests can be balanced between the two servers for load sharing or other purposes.
To create and define a server farm using the GUI, follow these steps:
1. Launch IIS Manager.
2. In the left pane, expand the entry for the root of the server.
3. Right-click on Server Farms, and from the pop-up context menu, select Create Server Farm.
[image: ]
4. The Create Server Farm wizard appears. On the first screen, enter the name for your server farm, and then click ext.
5. The Add Server screen appears. Here, add as many application servers as needed.  You can click the Advanced Options link to configure the HTTP and HTTPS ports to answer on non-standard (80 for HTTP and 443 for HTTPS) port numbers.  Click Finish to create the server farm as entered.
You can also create and define a server farm using the command line. This would be useful in large installations or scripted deployments. To do so:
1. Open a command prompt with administrator privileges.
2. Navigate to %windir%\system32\inetsrv.
3. To create the server farm named SERVERFARM1, enter 
appcmd.exe set config  -section:webFarms /+"[name='SERVERFARM1']" /commit:apphost.
4. To add an application server named appserver1 to the server farm named SERVERFARM1, enter 
appcmd.exe set config  -section:webFarms/+"[name='SERVERFARM1'].[address='appserver1']" /commit:apphost.  
Repeat this command as many times as needed to add more servers to the server farm.
5. [bookmark: _GoBack]This step is only required when creating the server farm using appcmd.  When creating the server farm using the UI, the URL rewrite rules are created automatically.  With appcmd, the URL rewrite rules must be created manually.  To route all incoming HTTP requests to the server farm named SERVERFARM1, enter:
· appcmd.exe set config  -section:system.webServer/rewrite/globalRules /+"[name='ARR_SERVERFARM1_loadbalance', patternSyntax='Wildcard',stopProcessing='True']" /commit:apphost
· appcmd.exe set config  -section:system.webServer/rewrite/globalRules /[name='ARR_SERVERFARM1_loadbalance',patternSyntax='Wildcard',stopProcessing='True'].match.url:"*"  /commit:apphost
· appcmd.exe set config  -section:system.webServer/rewrite/globalRules /[name='ARR_SERVERFARM1_loadbalance',patternSyntax='Wildcard',stopProcessing='True'].action.type:"Rewrite" /[name='ARR_SERVERFARM1_loadbalance',patternSyntax='Wildcard',stopProcessing='True'].action.url:"http://SERVERFARM1/{R:0}"  /commit:apphost 
[bookmark: _Toc255127162]Changing the Application Pool Process Model
In the same vein, you will also want to disable the application pool recycle setting, so that ARR does not experience an unexpected pool recycling. To do so:
1. Launch IIS Manager.
2. In the left pane, select Application Pools.
3. Select DefaultAppPool.
4. In the right pane, under Edit Application Pool, click Recycling.
5. Under the Fixed Intervals section, clear the check box in the Regular Time Intervals field.
6. Click Finish.
To change the application pool recycle setting using the command line:
1. Open a command prompt with administrator user rights.
2. Navigate to %windir%\system32\inetsrv.
3. Enter appcmd.exe set config -section:system.applicationHost/applicationPools /[name='DefaultAppPool'].recycling.periodicRestart.time:"00:00:00" /commit:apphost
At this point, you have installed IIS Application Request Routing and configured it to act upon all requests sent to it. In the remainder of this whitepaper, we will consider the necessary and recommended configuration settings to apply when using IIS ARR in several scenarios.
[bookmark: _Toc255127163]Using Application Request Routing as a Load Balancer
As we have discussed, IIS Application Request Routing is, at its core, a proxy module with load balancing capability that does its routing at Layer 7, rather than Layer 4. This allows administrators to make decisions at the HTTP level rather than the IP level, opening the ability to write and execute rules and perform operations on all HTTP data available to you.
Like hardware load balancers, ARR generally is placed in front of target Web servers. Unlike Network Load Balancing, a core feature of Windows Server, ARR load balancing does not involve creating a virtual IP and enabling cluster-like communications between nodes. Instead, a Web server running ARR intercepts HTTP requests on layer 7 and balances the load among other nodes behind that machine.  A user-selected load balance algorithm is applied to determine which content server is most appropriate to service HTTP requests.  Six algorithms are provided.
[bookmark: _Toc255127164]Client Affinity
Application Request Routing provides a client affinity feature that maps a client to a content server behind Application Request Routing for the duration of a client session.  When this feature is enabled, the load balancing algorithm is applied only for the very first request from the client. From that point on, all subsequent requests from the same client would be routed to the same content server for the duration of the client session through the use of a cookie.  This feature is useful if the application on the content server is stateful and the client’s requests must be routed to the same content server because the session management is not centralized.
To configure client affinity:
1. Launch IIS Manager.
2. Select the appropriate server farm in the left pane.
3. In the middle pane, double-click Server Affinity.
4. To enable client affinity, check the Client affinity checkbox.
5. If you wish to set a custom name for the cookie that will enable affinity, enter the value in the Cookie Name field.
6. Once you are finished, click Apply to save the settings.
To configure client affinity using the command-line:
1. Open a command prompt with administrator privileges.
2. Navigate to %windir%\system32\inetsrv.
3. To enable client affinity, enter: appcmd.exe set config  -section:webFarms /[name='SERVERFARM1'].applicationRequestRouting.affinity.useCookie:"True"  /commit:apphost
[bookmark: _Toc255127165]Health Monitoring with a Load Balancing Farm
Application Request Routing monitors the health of the content servers in two ways:
· Via live traffic
· Via explicit URL testing
The live traffic testing is performed automatically by default when the requests are made to Application Request Routing.  The explicit URL testing is an additional test that can be used with the live traffic testing.  In this section, you will walk through configuring the explicit URL testing.
1. The URL testing requires a specific URL to test.  To satisfy this requirement, use Notepad to create a text file named healthCheck.txt that contains the sentence “I am healthy.”
2. Place the healthCheck.txt file on the application servers.
3. Verify that the healthCheck.txt is rendering properly by opening the page in a browser.
4. In IIS Manager, select the appropriate server farm.
5. In the middle pane, double-click Health Test.
6. The Health Test form appears.  In the URL field, enter the URL path to healthCheck.txt.  Also, note the other fields: interval, which denotes how often the health check will be performed; timeout, which indicates the maximum time the check will wait for a response before deeming a site unhealthy; and acceptable status codes, which refer to different HTTP protocol codes, the acceptable ones of which you can customize.
7. In the Response Match field, enter “healthy” as the value. 
8. Click Apply to save changes and close the screen.
To verify the functionality of health check monitoring, stop the monitored site on one of the application servers.  Since the Interval (seconds) value is set to 30 seconds, as we saw above, wait for 30 seconds for the next health check.  After waiting for 30 seconds, send several requests to the ARR server.
Let’s now verify that all requests are going to the healthy server. In IIS Manager, double-click Monitoring and Management in the middle pane, and then refresh the dashboard by using the F5 key.  You will notice that the runtime statistics have been reset.  Also, in the health status column, you’ll see that the server on which you stopped the site is now listed as Unhealthy.
To configure health check monitoring using the command-line:
1. Open a command prompt with administrator privileges.
2. Navigate to %windir%\system32\inetsrv.
3. To set the URL to http://server/healthCheck.txt with “Up and Running” as the string to match, enter: 
4. appcmd.exe set config  -section:webFarms /[name='SERVERFARM1'].applicationRequestRouting.healthCheck.url:"http://server/healthCheck.txt " /[name='SERVERFARM1'].applicationRequestRouting.healthCheck.responseMatch:"Up and Running"  /commit:apphost
[bookmark: _Toc255127166]Gracefully Removing a Server from a Farm
Disallowing new connections on a server is a graceful way of taking the server out of the server farm environment.  It is more meaningful when the client affinity feature is in use, because Application Request Routing will honor the existing sessions when disallowing new connections.  That is, when a client has an established affinity to a server that is disallowing new connections, the client will continue to be routed to the same server and, therefore, there is no impact on the client.  However, no new clients will be routed to the server that is disallowing new connections.
To disallow new connections to a member of a server farm using the GUI:
1. In IIS Manager, select the appropriate server farm.
2. In the middle pane, double-click Monitoring and Management.
3. Select the server you wish to gracefully exit the farm. In the Actions pane, click Disallow New Connections.
4. A confirmation dialog box will appear. Click Yes to complete the process.
[bookmark: _Toc255127167]Application Request Routing in Shared Hosting Environments
IIS Application Request Routing contains a feature, called hostname affinity, which can be useful in deployments involving shared hosting services.  Shared hosters are driven to optimize the use of computing resources which leads them to deployment techniques that are well-suited for the capabilities of Application Request Routing. 
Typically, a shared hosting environment is deployed in the following fashion:
1. An end user requests www.Web site1.com in his web browser.
2. His computer requests DNS information, including an IP address, for www.Web site1.com
3. The appropriate DNS server responds with an IP address for www.Web site1.com
4. The browser then transmits its HTTP request to the IP address returned in step 3.
5. The HTTP requests are analyzed by the machine at that IP address and, based on some of the variables in that request, requests are routed to the appropriate site.
6. The server then responds with the requested content.
The administrator or responsible party for this deployment, however, finds that while the process above works, it leaves several things to be desired:
· There is no redundancy among sites. 
· The administrator has to balance traffic requests by artificially limiting the number of individual sites on any given discrete server.
· As a result of the individual characteristics of sites, servers are not always used to the same level of capacity, but not all of this usable but unassigned space is easily recoverable in daily operations.
· The administrator must juggle multiple configuration files.
The host name affinity feature in Application Request Routing enables shared hosters to rethink how sites are deployed.  Application Request Routing affinitizes the requests, regardless of whether they are made from one client or multiple clients, to one server behind ARR, ensuring that a given site is consuming resources only on one of the servers.  With hostname affinity, the process we looked at above would look like this:
1. An end user requests www.Web site1.com in his web browser.
2. His computer requests DNS information, including an IP address, for www.Web site1.com
3. The appropriate DNS server responds with an IP address for www.Web site1.com
4. The browser then transmits its HTTP request to the IP address returned in step 3.
5. The machine at the given IP address, running IIS ARR, balances the request based on load to one server and then affinitizes future requests to that machine for the duration of the affinitization timeout.
6. The HTTP request is then sent to the affinitized server.
7. Content for www.Web site1.com is requested from a centralized file share.
8. Content and responses are then exchanged between the client PC and the affinitized server.
This solves several of the challenges we outlined before:
· The requests are dynamically load balanced by Application Request Routing.
· The administrator can scale the environment horizontally by adding new servers without predefined site allocations.
· The servers' resources are more evenly distributed, reducing wasted space and unreclaimed underutilized capacity.
· The sites are highly available given the nature of the horizontal scale.
· There is only one shared configuration to manage, versus configurations for each individual server.
[bookmark: _Toc255127168]Setting Up Hostname Affinity
Let’s take a look at setting up hostname affinity on a server farm. It is important to note that for this feature to function correctly, the application servers that make up your server farm should be configured with both the Shared Configuration and Shared Content features. The sites on the application servers should also be using hostname binding.
To enable host name affinity using the UI:
1. Launch IIS Manager.
2. Select the server farm that has been created for this walkthrough.
3. In the middle pane, double-click Server Affinity.
4. To enable host name affinity, check the Use host name box.
5. Choose the appropriate affinity provider, as explained in the previous section.  
6. Choose the time-out, displayed in minutes. This value should be set to the same value as the idle time-out value for the application pools on the application servers.
7. Once you are finished, click Apply.
To enable host name affinity using the command line:
1. Open a command prompt with administrator privileges.
2. Navigate to %windir%\system32\inetsrv.
3. To enable host name affinity, enter (the below example uses myServerFarm as the name of the server farm): appcmd.exe set config  -section:webFarms /[name='SERVERFARM1'].applicationRequestRouting.affinity.useHostName:"True"  /commit:apphost
There are two providers for determining to which servers a host name should be affinitized: 
· Microsoft.Web.Arr.HostNameRoundRobin
· Microsoft.Web.Arr.HostNameMemory
Microsoft.Web.Arr.HostNameRoundRobin tries to evenly distribute the number of affinitized host names in round robin.  Using this provider has no requirements on the application servers.
Microsoft.Web.Arr.HostNameMemory tries to distribute the number of affinitized host names based on the amount of available memory on the application servers where the server with the most amount of available memory would be assigned with the next host name.  This provider uses WMI to query the available memory (defined as committed memory / physical memory).  
[bookmark: _Toc255127169]Scaling Further Horizontally Using Host Name Affinity
Shared hosters using IIS Application Request Routing can specify the number of servers that sites can utilize per host name.  This ability allows hosters to position each application server as a unit of capacity that the sites owners can purchase—if a customer of a hoster has a particularly busy site, for example, he can purchase the ability to use additional capacity via the use of an additional application server. ARR can make this assignment happen.
By default, all host names can use one application server.  However, if the site owners want additional capacity, the hoster can specify the number of application servers that sites can use per host name.
To specify the number of servers to use for any given hostname:
1. Launch IIS Manager.
2. Select the server farm that has been created for this walkthrough.
3. In the middle pane, double-click Server Affinity.
4. Click the Advanced Settings button.
5. In the Host Name column, type the host name.  This field is required.
6. In the Number of Allocated Servers column, type the number of servers that this host name can use. 
7. Alternate Host Names is an optional field that can be used to specify additional host names that should be treated the same way as the values in the Host Name column.  For example, a site owner may have multiple DNS entries for the same site.  In this case, he would want ARR to treat the multiple DNS entries the same way so that only one worker process starts on the application server for both domain names.
8. Click OK when you have finished entering hostnames and number values.
To specify the number of servers to use using the command-line:
1. Open a command prompt with administrator privileges.
2. Navigate to %windir%\system32\inetsrv.
3. To specify the number of servers per host name—in the example below, two—enter: appcmd.exe set config  -section:webFarms /+"[name='SERVERFARM1'].applicationRequestRouting.affinity.[name='www.yourdomain.com',servers='2']" /commit:apphost
[bookmark: _Toc255127170]Application Request Routing for Content Delivery Networks and Edge Computing Networks
Because IIS Application Request Routing 2.0 is a proxy-based HTTP request routing module with support for disk cache, ARR can be used as a cache proxy in a CDN/ECN environment. ARR makes it simple to define and manage relationships between cache nodes, including support for the Cache Array Routing Protocol, or CARP. ARR’s disk-based cache stores compressed objects so that cached content does not have to be compressed in real time for every live request. ARR 2.0 is even capable of caching large content like movie clips while serving the response immediately, and has special support for live requests to avoid overloading an origin live-streaming server during a popular streaming media event.
Because of its caching, proxying, and request consolidation support, IIS Application Request Routing can be valuable tool on the edges of a content delivery or distribution network.
In this section of the whitepaper, we will discuss deployment techniques and prescriptive guidance for setting up ARR for use as a caching tool within a CDN/ECN environment.
[bookmark: _Toc255127171]Setting up and Enabling a Primary and Secondary Disk Cache Location
The first step to getting started with disk caching is to set up a primary disk cache location. ARR has the concept of a primary drive and a secondary drive. You can have multiple primary drives in a deployment, but only one secondary drive.  A typical configuration involves one or more primary drives that are local drives, such as e:\cache or f:\cache. However, there can only be one secondary drive, which is generally a SAN drive that can be shared between multiple ARR deployments. This way, if you have a large SAN drive where more content can be cached than on the local drive of a single machine running ARR, those cache resources can also be shared across multiple instances of ARR.
The cache location should allow the user account of the worker process to read, list folder contents, and write. In most cases, the local Users group has sufficient user rights on the folder when it was created.
To define the primary disk cache location:
1. Launch IIS Manager.
2. Select the server to configure in the left pane.
3. Double-click Application Request Routing Cache.
4. In the right pane, under Drive Management, click Add.
5. The Add Drive screen appears. Browse to the drive location you wish to use, and enter a maximum size for the cache in gigabytes. Click OK when finished.
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You may also add a secondary disk cache location; only one secondary drive can be set up. The secondary disk cache location effectively acts like a “parent cache tier.” When ARR looks for cached content, it starts in the primary cache drive location; if it cannot find specific content,it looks in the secondary cache location.  
Also note that when caching content, ARR will store data in any primary cache drive location(s) as well as the secondary cache drive location. This may have performance implications for your deployment.
To add a secondary cache location:
1. Launch IIS Manager.
2. Select the server to configure in the left pane.
3. Double-click Application Request Routing Cache.
4. In the right pane, under Drive Management, click Add Secondary.
5. The Add Secondary Drive screen appears. Browse to the drive location you wish to use. Click OK when finished.
Once the drive location is specified, the ARR proxy can choose to use the configured disk cache. There are two levels of proxies in ARR. One is at the individual server level ; the other is at the server farm level. In both cases, the disk cache is enabled by default. Once the primary cache drive location is configured, ARR will start caching contents on disk by default. You can verify this as follows:
1. Launch IIS Manager.
2. In the left pane, select Server Farms.
3. In the middle plane, double-click Caching.
4. Verify that the “Enable disk cache” box is checked.
You may want to disable caching if you have highly sensitive or confidential information that might require authorization to view, as ARR cannot handle delegated authorization. To disable the caching, clear the check box in step 4 above.
[bookmark: _Toc255127172]Defining and Managing the ARR Cache Hierarchy
IIS Application Request Routing 2.0 extends the concept of a server farm that was introduced in the first version of ARR to define the relationship between the cache nodes. A server farm, as you learned earlier in this whitepaper, is a logical grouping of one or more member servers. In ARR 1.0, the member servers in the server farm are treated as application servers where ARR can forward the incoming requests. In ARR 2.0, the same concept is used to group the next “tier” of cache nodes—the servers where requests should be routed to when there is a cache miss on the initial request.
Defining the cache hierarchy involves creating a server farm, adding Web server nodes to that farm, and then enabling the Cache Array Routing Protocol, or CARP.  CARP is used to determine which parent cache node to forward a request to when there is a cache miss at the child cache node.
To enable CARP using the UI:
1. Launch IIS Manager.
2. Select the server farm of parent cache nodes. The creation of server farms was covered previously in this whitepaper.
3. Double-click Load Balance.
4. From the drop-down list, select Request hash.
5. Click Apply to save the changes.
[bookmark: _Toc255127173]Deploying ARR in a CDN/EDN Environment
Let’s walk through a sample deployment involving a 2-tier cache hierarchy deployment, which a child, or edge cache, node and a parent cache node.  Doing so requires setting up a disk cache and defining a caching hierarchy, as covered in the previous section, but also involves defining URL rewrite rules on the child/edge cache node and on the parent cache node. 
In this example, the 2-tier deployment looks like the following configuration:
[image: http://learn.iis.net/file.axd?i=1906]
In this configuration, the child nodes handle the original server lookups, with the list of acceptable origin servers managed explicitly using a rewrite map in the URL Rewrite module.  Hostnames that aren’t part of this rewrite map are disallowed.  The parent cache nodes are configured essentially as forward proxies. Finally, the SAN attached to the child nodes is shared between all of the cache nodes.  This effectively creates 3 tiers of cache: the child/edge cache code, the SAN, and the parent cache node.
To complete this deployment, there are five steps in two phases.
Phase 1: Configure the child, or edge cache, node.
1. Configure the disk cache.
2. Define a server farm for parent cache nodes.
3. Make additional URL rewrite rules for child/edge cache nodes.
Phase 2: Configure the parent cache node.
1. Configure the disk cache.
2. Configure ARR as a forward proxy.
Phase 1: Configuring Child/Edge Cache Node
The first two steps are to configure your disk cache and define the server farm containing the parent cache nodes. For reference, these steps were covered earlier in this whitepaper.
Make Additional URL Rewrite Rules for the Child/Edge Cache Nodes
At this point, using myParentCacheNodes as the name of the server farm, the following URL rewrite rule has been written automatically by ARR 2.0 in the applicationHost.config file, located at %windir%\system32\inetsrv\config\:
<rewrite>
   <globalRules>
      <rule name="ARR_myParentCacheNodes_loadbalance" patternSyntax="Wildcard" stopProcessing="true">
         <match url="*" />
         <action type="Rewrite" url="http://myParentCacheNodes/{R:0}" />
      </rule>
   </globalRules>
</rewrite> 

While this rule works for simple, single-tiered cache deployment, it is insufficient for a CDN/ECN deployment.  Because the cache nodes are tiered, the parent cache nodes would be unable to find the origin servers when there is a cache miss at the parent cache tier.  To work around this problem, the child cache node should map the origin server before the request is routed to the parent cache node. 
The two most common ways the origin servers are mapped based on the URL that the child cache node receives are as follows:
1. The customer of the CDN/ECN is specified as the sub-domain. In this case, there can be many host name bindings to the same IP address of the child cache node. Examples would include http://customer1.mycdn.net/, http://customer2.mycdn.net/, and so on.
2. The customer of the CDN/ECN is specified as the first path in the URL.  Examples would include http://static.mycdn.net/customer1/, http://static.mycdn.net/customer2/, etc.
For the purposes of this whitepaper, we will examine the first scenario.  To define the enhanced rewrite rule for our 2-tier cache deployment, do the following:
1. Launch IIS Manager in the child, or edge cache, node.
2. Select and expand the root of the server. 
3. Double-click URL Rewrite.
4. In the Actions pane, click View Rewrite Maps....
5. In the Actions pane, click Add Rewrite Map.... 
6. In the Add Rewrite Map dialog box, name the rewrite map, OriginServers. 
7. In the rewrite map, you will explicitly identify the mapping between the host name that the child cache node receives and the corresponding origin host names. In the Actions pane, click Add Mapping Entry.... 
8. In the Add Mapping Entry dialog box, add the host name that the child cache node receives and the origin host name. In the example below, the ARR child cache node receives customer1.mycdn.net as the host name header. The corresponding origin server is images.customer1.com. 
9. Repeat Step 8 as many times as needed to include all customers to which your CDN/ECN provides services. 
The above process enabled you to manage an explicit list of your customers to ensure that your service is provided only to those you have already identified.  To take this one step further, suppose that you would like to blacklist any requests from customers not explicitly on the rewrite map list.  To do so, you can set the default value of the rewrite map to the # character, which per the RFC standard is disallowed.  Follow these steps:
1. In the Actions pane, click Edit Map Settings.... 
2. In the Edit Rewrite Map dialog box, enter # as the default value for this rewrite map. 
Next, we need to rewrite the host name header with the rules that have been configured in the OriginServers rewrite map from above. When there is a cache miss and the request is routed to the parent cache node, the request will have the host name that matches the origin server—in essence, the parent cache becomes a forwarding proxy. When there is a cache miss at the parent cache node, the request is simply routed to the origin server based on the host name header that the parent cache node receives. 
1. In the URL rewrite UI, locate the rule and select it. For our purposes, the name of the rule is ARR_myParentCacheNodes_loadbalance. 
2. In the Actions pane, click Edit....
3. Click Add Conditions. We will be adding two rules.
1. The first rule will use the OriginServers rewrite map that you created in Step 6. The following rule will match the host header as the key to match the entries in OriginServers: 
2. The second rule will set the default value as # when the host header does not match the entries in OriginServers. As noted above, # is not a valid character and cannot be used as a host name. The following rule is used later to ensure that only the customers (as represented by host names) in OriginServers are serviced by ARR: 
4. Select Track capture groups across conditions.
5. Next, we need to set the HTTP_HOST values to match the conditions above.  Click Server Variables....
6. Enter the following values to reset HTTP_HOST: 
7. Click OK to save the changes.
8. In the Actions pane, click Apply to save the changes.
The IIS ARR user interface writes these changes to the  %windir%\system32\inetsrv\config\applicationHost.config file. .  Specifically, the changes are written to the section dealing with the  myParentCacheNodes server farm. The resulting changes in the file based on the above procedure are as follows:
<rewrite>
   <globalRules>
      <rule name="ARR_myParentCacheNodes_loadbalance" patternSyntax="Wildcard" stopProcessing="true">
         <match url="*" />
         <conditions trackAllCaptures="true">
            <add input="{OrigServers:{HTTP_HOST}}" pattern="*" />
            <add input="{C:1}" negate="true"  pattern="#" />
         </conditions>
         <serverVariables>
            <set name="HTTP_HOST" value="{C:1}" replace="true" />
         </serverVariables>
         <action type="Rewrite" url="http://myParentCacheNodes/{R:0}" />
      </rule>
   </globalRules>
</rewrite> 
You can also choose to block requests that do not match the host names defined in the above rewrite map. To do so, create a default URL rewrite rule that sends an HTTP 400 response to such requests. 
1. Launch IIS Manager on your child (edge) cache node.
2. Select and expand the root of the server.  
3. Double-click URL Rewrite.
4. In the Actions pane, click Add Rules....
5. In the Add Rule(s) dialog box, select a Blank rule.
6. Enter the following values, and then save the rule:
Name: Not my customer
Using: Wildcards
Pattern: *
Action Type: Custom Response
Status code: 400
Sub status code: 0
In URL rewrite rules, order is important. The URL rewrite rules are processed from top to bottom. In this example, if the incoming host name matches one of the host names specified in the above rewrite map, the first rule, ARR_myParentCacheNodes_Loadbalance, is executed. If the incoming host name does not match any of the host names that are defined in the above rewrite map, the second rule, Not my customer, is executed.
Phase 2: Configuring Parent Cache Nodes
Now that the child nodes are configured, next we move to the parent cache nodes.  
There are two ways to configure ARR as the parent cache node:
· Set up ARR as the forward proxy.
· Set up ARR as the "reverse" proxy with the rewrite map.
While the latter option—configuring ARR as a reverse proxy—is technically possible, effectively ARR acts as a forward proxy, since the URL rewrite maps simply ascribe the incoming host name in a request with the same value. The rewrite map is used to explicitly configure the list of host names that the parent cache will accept, similar to how the child cache node is configured above. 
For the purposes of this whitepaper, we will configure ARR as a forward proxy. First, you need to set up the disk cache, as documented previously, on the parent cache.  Then:
Configure ARR as a Forward Proxy
To enable ARR as a forward proxy, you manage the settings at the server level, not on a server farm level.
Follow these steps:
1. Launch IIS Manager.
2. Select the server in the left pane.
3. In the middle pane, double-click Application Request Routing Cache.
4. In the Actions pane, click Server Proxy Settings.
5. Select the Enable proxy checkbox, and then click Apply. 
You have just enabled ARR as a proxy at the server level. Now, configure the proxy to forward requests:
1. Click on the server node in the left pane.
2. Double-click URL Rewrite.
3. In the Actions pane, click Add Rules....
4. In the Add Rule(s) dialog box, select a Blank rule.
5. Enter the following values, and then save the rule:
Name: Forward proxy
Using: Wildcards
Pattern: *
Conditions:
   Input: {HTTP_HOST}
   Type: Matches the pattern
   Pattern: *
Action Type: Rewrite
Rewrite URL: http://{C:1}/{R:0}
The parent cache node configuration is complete. 

You have now successfully configured child cache node(s) and parent cache node(s) in a 2-tiered cache hierarchy CDN/ECN environment using advanced URL rewrite rules. 
[bookmark: _Toc255127174]Going Further with IIS Application Request Routing
The user interface and runtime components of ARR 2.0 have some important features that make it easier to manage your CDN/ECN deployment.  From browsing and deleting your cached content, to selective pattern matching, warming up cache nodes, and customizing other settings, ARR 2.0 is managed almost entirely from the IIS Manager console or from the command line.  
In this section, some common administrative tasks are presented along with guidance on how to accomplish those tasks.
Browsing and Deleting Cached Contents
As the administrator, you can view cached contents on ARR using the IIS Manager console.  The contents appear similar to a view of files in Windows Explorer. However, this view has an advantage over Windows Explorer in that given any discrete host name, contents may be cached on several drive locations because of CARP. Rather than having to browse through potentially multiple physical cache drive locations, the browse functionality in ARR aggregates the cached contents and provides a consolidated view.
Note: The browse functionality only allows the user to view the cached contents on the primary drives. More explicitly, it does not include the contents shown in the secondary drive. This is by design, because because the user interface may not have appropriate permissions to the share being used for the secondary drive, even if that share has the permissions correctly set for the worker process.
To view the contents of a cache:
1. Launch IIS Manager.
2. Expand the root of the server in the left pane.
3. Double-click Application Request Routing Cache in the middle pane.
4. In the right pane, click Browse Content.
While you browse through the cached contents on disk, you may want to delete them. ARR provides a way to delete the selected cached content. If a folder is selected, all contents under the selected folder will be removed. If a file is selected, then all associated files will be removed. For example, you may have noticed that for a given content, there may be multiple files:
· example.jpg.full
· example.jpg.full.gzip
· example.jpg.0-1023
· example.jpg.1024-2047
In the above example, selecting any one of the files will remove all of the files that are associated with example.jpg.
Note: The selected cached content(s) will be removed from both the primary cache drive location(s) and the secondary cache drive location, if configured.
To delete this content:
1. While browsing, select the content to delete.
2. In the right pane, select Delete Selected Cached Object.
3. Click Yes in the confirmation dialog box to confirm the action.
Deleting Cached Objects
There are several ways to delete the contents of a cache with ARR.
· Delete all cached objects: This action deletes all cached contents from all primary cache drive locations but does not delete cached contents from any specified secondary drive.  It should be noted that this action can take a very long time if there are many cached objects. 
· Delete selected cached objects: While browsing, you can select a folder or a file and choose to delete the selected content. This was covered in the previous section of this whitepaper.
· Delete specific cached objects: ARR allows the user to enter a specific/absolute URL or a partial URL with a wildcard (*) to delete all contents that match the pattern. Doing so deletes the content from both the primary cache drive location and the secondary drive, if specified.
To delete all cached objects:
1. Launch IIS Manger.
2. Expand the root of the server in the left pane.
3. Double-click Application Request Routing Cache in the middle pane.
4. In the right pane, click Delete All Cached Objects.
5. In the confirmation dialog box, click Yes.
To delete specific cached objects:
1. Launch IIS Manger.
2. Expand the root of the server in the left pane.
3. Double-click Application Request Routing Cache in the middle pane.
4. In the right pane, click Delete Specific Cached Objects.
5. The Invalidate Cached Object dialog box, enter either an absolute URL to the content you want to delete, or a URL with a wildcard pattern, and click OK.
6. Acknowledge the confirmation by clicking OK.
Overriding Cache-Control Directives
In some cases, the administrator of ARR may want to define cache control directives in the event that they are missing in the response header. In other cases, the administrator may want even to override the cache control directives in the response. ARR provides a feature to define its own cache control directives so that the administrator can further manage the behavior of cached content.
Similar to the routing rules in ARR at the server farm level, ARR relies on the URL rewrite feature of IIS 7 and above to write the cache control rules. This user interface in ARR makes it more relevant for the disk caching features, saving the user from having to open the URL rewrite UI to write cache control rules.
To define cache control rules:
1. Launch IIS Manger.
2. Expand the root of the server in the left pane.
3. Double-click Application Request Routing Cache in the middle pane.
4. In the right pane, click Cache Control Rules.
5. In the Actions pane, click Add.
6. The Add Cache Control Rule screen appears. Enter the rule application, cache action, duration of the cache, host name if applicable, and the relative URL (including any wildcards) for the new cache control rule.  For example, to cache .GIF files for 45 minutes regardless of what the HTTP header for the request says, enter the following information:

Apply rule: Always
Cache: Selected
Cache duration (minutes): 45
Host name: blank
URL: *.gif
Warming Up Cache Nodes
ARR provides a way to warm up the cache --  that is, to pre-fill the cache proactively in anticipation of expected demand. This can also be useful if you want to always cache certain content regardless of its popularity.
At a high level, ARR consumes a file that has a delimited list of URLs (one URL per line). ARR applies the correct URL rewrite rules and CARP on the list of URLs to ensure that they are cached correctly. ARR can consume the file in two ways—it can be located on a file system, or a Web server accessible through HTTP or HTTPS.  This feature is scriptable, and therefore can be scheduled using the Task Scheduler.
To warm up all ARR cache nodes, both at the parent and child tiers, do the following:
1. Launch IIS Manager.
2. Select and expand the root of the server.
3. Double-click Application Request Routing Cache,
4. In the right pane, click Pre-cache Objects.
5. The Pre-cache Objects dialog box appears. Enter the location of the file that contains the URLs and the location of the log file where ARR can log the pre-cache actions.  You can also specify a URL for the first field.
In some instances, it can be beneficial to only pre-cache at the parent cache tier. For example, parent cache nodes may be geographically dispersed to support regional child cache nodes. In such an environment, pre-caching only at the parent cache node may be sufficient and can also prevent child cache nodes from pre-caching contents prematurely.  The steps for pre-caching only at the parent cache tier are similar to the steps outlined in the above procedure, except the pre-cache action is taken on the parent cache node, and additional information is provided to correctly determine CARP on the parent cache node.
1. Launch IIS Manager.
2. Select and expand the root of the server.
3. Double-click Application Request Routing Cache,
4. In the right pane, click Pre-cache Objects.
5. The Pre-cache Objects dialog box appears. Enter the location of the file that contains the URLs and the location of the log file where ARR can log the pre-cache actions.  You can also specify a URL for the first field.
6. Check the “Do not cache all content on this server” box to expand the dialog box.
7. Enter the names of the ARR servers, including the server where you are running the pre-cache action, in the Peer servers table. This action will automatically populate the Address of this server drop-down list. Note that the names of the servers must match exactly how they are referenced by the child cache nodes in the server farm. CARP uses a hashing algorithm that takes the names of the servers into consideration. Therefore, to compute the same resulting hashed values, the names of the servers must match exactly. Select the name of the server where you are taking this action.
Configuring Byte-Range Requests
Different cache proxies handle byte-range requests differently. For ARR, the byte-range requests are segmented into smaller pieces called chunks. The size of the chunk is configurable by the administrator, and it is recommended that the size is set based on the typical size of the byte-range requests in your environment for further optimization.
At the heart of this feature is for ARR to remap the byte-range requests into segments. When ARR receives a byte-range request, it tries to put the request into chunks and determines the corresponding range that needs to be sent to the origin server. If the cache nodes are tiered, it will be sent to the next tier server. When it receives the response, ARR stores the content in chunks and rewrites the response to match the original request to ARR.
Through the normal operation, ARR would eventually collect all the chunk pieces and cache the entire content. This is the core reason why the requested URL resource (ie. http://mysite/image.jpg) has an image.jpg folder as opposed to being saved as a file. The image.jpg folder is created so that it can store the full cached content as well as chunk pieces, which are individual files on the file system.
By default, the byte-range segment size is 256 kilobytes. The administrator may want to change this value based on the normal traffic pattern in the environment. To change the byte-range segment size:
1. Launch IIS Manager.
2. Select and expand the root of the server.
3. Double-click Application Request Routing Cache,
4. In the right pane, click Cache Configuration.
5. In the Byte range segment size field, change the value to an appropriate size.
6. Click Apply to finish your changes.
Configure Request Consolidation
Cache proxies work well when the content is already available. However, when managing live streaming data, cache proxies are not as effective since the live content are not available in advance to cache. For example, when tens of thousands of viewers tune in to watch a live football game using the Internet, how would one go about caching the live content? Also, since the users are tuning in for the event all at the same time, how does one protect the origin server when there are cascading cache-misses at the cache nodes and all the requests are being forwarded to the origin server?
To address this problem, IIS Application Request Routing 2.0 has introduced the concept of request consolidation. This feature checks the cache-miss requests that are "in flight" before forwarding the requests to the origin server. If the cache nodes are tiered, the requests will be sent to the next tier server. The idea is simple, but it has a big impact in reducing the number of requests, especially for live streaming contents.
This feature is disabled by default. Note that the configuration for this feature is part of the proxy settings. The request consolidation feature can be configured at the server level, if ARR is being used as a server proxy, or it can be set at the server farm level, if the server farm feature is used.
To configure request consolidation at the server farm level:
1. Launch IIS Manager.
2. Select Server Farms, and choose the appropriate server farm.
3. Double-click Caching.
4. Check the “Enable request consolidation” box.
5. Click Apply to save your changes.
To configure request consolidation at the server proxy level, repeat the same procedure, except using the Server Proxy Settings page.
Using Compression in IIS Application Request Routing
Based on the accept-encoding request header, Web servers sometimes compress a response in an encoded, or compressed, format that the client can understand. While many Web servers are capable of different compression formats, such as gzip or deflate, those compression methods may not be enabled. 
When requests are sent via proxy using ARR, and ARR is configured to be used as a cache proxy, ARR can be configured to compress the responses.  This then caches the contents as compressed objects.  This can be done even if the origin Web servers do not compress the responses based on the accept-encoding header.
This feature is enabled by default. To change these compression/encoding settings:
1. Launch IIS Manager.
2. Select the server in the left pane.
3. Double-click Application Request Routing Cache.
4. In the right pane, click Cache Configuration.
5. Clear or check the Enable compression box at the bottom of the page to disable or enable the feature, respectively.
[bookmark: _Toc255127175]Conclusion
Microsoft Application Request Routing (ARR) Version 1 for IIS 7 enables Web server administrators and hosting providers and to increase Web application reliability and scalability through rule-based routing and load balancing of HTTP server requests. With ARR, administrators can optimize resource utilization for application servers to reduce management costs for Web farms and shared hosting environments.
ARR lets administrators create, manage, and apply load balancing rules to server farms in IIS Manager. ARR also includes live traffic and URL test monitoring capabilities to determine the health of individual servers and configuration settings, while allowing administrators to view aggregated runtime statistics in IIS 7 Manager.
The host name affinity feature in Application Request Routing enables shared hosters with large Web server deployments to rethink how sites are deployed.  Application Request Routing affinitizes the requests, regardless of whether they are made from one client or multiple clients, to one server behind ARR, ensuring that a given site is consuming resources only on one of the servers. 
IIS Application Request Routing 2.0 is able to cache on disk any HTTP traffic that passes through the server. By combining the disk caching capabilities along with a hierarchy of IIS Web servers running ARR, Content Delivery Networks are able to considerably reduce the network traffic that traverses up to the origin server, while enabling easier cached content management and the ability to scale live delivery of high-quality streaming media using IIS Live Smooth Streaming. 
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